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Introduction



Presentation of the activities of the group

• Dimensionality reduction methods to visualize complex data (PCA

based): multi-sources data, textual data, arrays. F. Husson Youtube.

• Missing values - matrix completion (Low rank estimation).

R-miss-tastic plateforme https://rmisstastic.netlify.app/

• Causal inference: estimating treatment effect, combining RCT and

observational data, survival causal inference.

• Fields of application: bio-sciences, health data (hospital data)

• R community: book R for Statistics, R foundation, R Forwards

(widen the participation of minorities), R packages and JSS papers:

FactoMineR explore continuous, categorical, multiple contingency tables

(correspondence analysis), combine clustering and PCA, ..

MissMDA for single and multiple imputation, PCA with missing
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https://www.youtube.com/playlist?list=PLnZgp6epRBbTsZEFXi_p6W48HhNyqwxIu
https://rmisstastic.netlify.app/
https://r-stat-sc-donnees.github.io/
https://forwards.github.io/
http://factominer.free.fr/
http://juliejosse.com/wp-content/uploads/2015/11/jss1451.pdf


My collaborators on causal inference

- Betrand Thirion (INRIA), Bernard Sebastien (Sanofi), Jean-Pierre Nadal

(ENS-EHESS), Jean-Philippe Vert (Google Brain), Stefan Wager (Stanford).

- Traumabase (APHP): T. Gauss, S. Hamada, J.-D. Moyer; CHRU Nancy

(Antoine Kimmoun) partner: Capgemini.

- Students: Judith Abecassis, Benedicte Colnet, Imke Mayer, Paul Roussel,

Costanza Tortu
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Outline

⇒ Morning:

• Introduction: Causal Inference VS Machine Learning and Causal

discovery; Correlation VS Causation; Traumabase data

• The Neyman-Rubin potential outcome causal model & RCT

• Average treatment effect for observational data: propensity scores,

double robustness

• Estimating treatment effect heterogeneity, learning decision rules

⇒ Afternoon:

• Hand-on session

• How to handle missing values in causal inference

• Pipeline of analysis (ATE and HTE) on the traumabase

Focus: balance between theoritical properties and applied statistics

(hands-on experience)
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Machine Learning VS Causal Inference

Machine learning: Powerful predictive models that rely on correlations.

A central goal is to understand what usually happens in a given situation.

• Given today’s weather, what’s the chance tomorrow’s air pollution

levels will be dangerously high?

• Under the present treatment regime, what are the patient’s odds of

survival?

All that matters is prediction.

Use CV to select among the models or choose tuning parameters.

Worry about interpretability, stability, robustness but have little way to

ask algos to optimize for it.
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Machine Learning VS Causal Inference

Causal inference: We want to predict what would happen if we change

the system.

• How does the answer to the above question change if we reduce the

number of cars on the road?

• Would the patient have survived if transfusion had been initiated

earlier?

Concepts of causality are fundamental for having action levers, making

recommendations & answering the questions ”what would happen if”?

Human like AI: Reasonable decisions in never experienced situations.

Long tradition in economics and epidemiology, public policies.
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Causal discovery VS Causal Inference

Relevant questions about causation:

• Identifying causal direction between 2 variables (Work by Schölkopf,

Janzing, Guyon, Peters, and others)

• Learning causal graph structure from data effects (Work by

Bühlmann, Maathuis, Pearl, Meinshausen)

Here, we assume that W causes Y and we want to estimate the effect

as accurately as possible (bias and variance).

⇒ Statistical focus but using machine learning machinery

(computationally heavy tools or potentially heuristic approaches e.g.,

decision trees, neural networks, non-convex optimization)
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Examples of causal questions

⇒ Effect of a policy/intervention/treatment W on an outcome Y

• Is there an effect of financial incentives on teacher performance

(measured both directly by teacher absences and indirectly by

educational output measures, such as average class test scores).

• Does the students succeeded because of the new teacher? Had the

students remained with the old one, they wouldn’t have succeeded

• Do job training programs raise average future income?

• What is the effect to have a woman on the perception of women in

politics? (same minorities?) 1

• What is the impact of the advertising campaign?

• What is the effect of social media on mental health?

• Does aspirin cause my headache to disappear? Had I not taken

Aspirin, I would still have had the headache

• What is the effect of hydrochloroquine on mortality?

Causal questions important because instruct policy & decision making
1Esther Duflo interview, online causal inference seminar 8

https://sites.google.com/view/ocis/


Correlation VS Causation

⇒ Correlation (dependence) does not imply causation

You run your favorite machine learning algorithm and obtain a strong

correlation between two variables, say X and Y . Some weeks later, you

implement a new policy that increases the value of X . Surprisingly,

nothing happens with the value of Y . Was the algorithm incorrectly

implemented? Do you need to collect more data? Would another

algorithm perform differently? Those are challenging questions that

appear in everyday data analysis. Elias Bareinboim.

No one expects that that forcing the rooster to crow in the middle of the

night will make the sun rise. Still, these two events are strongly

correlated.
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Correlation VS Causation

Easy one: Survey in the United States. Scatter plot representing the

income (in dollars) of 1379 American as a function of their height (in

inch) seemed to indicate a positive relation! A regression was performed

and the regression line was y = −84000 + 1560x . The regression slope

(1560 per inch of height) is small but undeniably positive and the

Student test is significative. How to interpret the result that taller people

have higher earnings?
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Correlation VS Causation

Easy one: Survey in the United States. Scatter plot representing the

income (in dollars) of 1379 American as a function of their height (in

inch) seemed to indicate a positive relation! A regression was performed

and the regression line was y = −84000 + 1560x . The regression slope

(1560 per inch of height) is small but undeniably positive and the

Student test is significative. How to interpret the result that taller people

have higher earnings?

Discovered: the genetic secret of a happy life

Researchers have identified a happiness gene that makes people more

likely to feel satisfied with their lives . . . The finding is the first to

demonstrate a link between the gene, called 5-HTT, and satisfaction . . .

Those with two long versions of the gene were 17 per cent more likely to

say they were very satisfied. . . .
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Correlation does not imply causation

Sleeping with shoes on is strongly correlated with waking up with a headache

11Correlation does not imply causation
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Common cause: drinking the night before

Correlation does not imply causation



Example: chocolate

F. H. Messerli: Chocolate Consumption, Cognitive Function, and Nobel Laureates, N Engl J Med 2012

Jonas Peters (Univ. of Copenhagen) Causality 10–11 May 2017
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Introduction on Causal Inference and Complex Networks Causal Inference: Idea and setting

2.1 Let’s start with an example



Introduction on Causal Inference and Complex Networks Causal Inference: Idea and setting

2.1 Correlation does not mean causation



Jonas Peters (Univ. of Copenhagen) Causality 10–11 May 2017



References

Causal discovery:

Judea Pearl. Causality models, reasoning, and inference. 2nd edition,

2009. Causal Inference: A Primer, Cambridge Press.

J. Peters, D. Janzing, and B. Scholkopf. Elements of Causal Inference :

Foundations and Learning Algorithms. MIT Press, 2018. Videos:

https://www.youtube.com/watch?v=zvrcyqcN9Wo

Causal inference:

G. Imbens and D. Rubin. Causal Inference in Statistics, Social and

Biomedical Sciences: An Introduction. Cambridge University Press, 2015.

M. Hernan and J. Robins. Causal Inference. What if. Chapman & Hall

CRC 2020. Link.

Susan Athey’s AEA tutorial (videos)

More ressources

11
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Traumabase and TrauMatrix

• 20, 000 patients

• 250 continuous and categorical variables: heterogeneous

• 16 hospitals: multilevel data

• 4,000 new patients/ year

Center Accident Age Sex Weight Lactates BP shock . . .

Beaujon fall 54 m 85 NM 180 yes

Pitie gun 26 m NR NA 131 no

Beaujon moto 63 m 80 3.9 145 yes

Pitie moto 30 w NR Imp 107 no

HEGP knife 16 m 98 2.5 118 no
...

. . .

⇒ Estimate causal effect: Administration of the treatment

”tranexamic acid” (within 3 hours after the accident) on the outcome

mortality for traumatic brain injury patients 2

2Doubly robust treatment effect estimation with incomplete confounders. Mayer, Wager, J.

AOAS. 2020. 12
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Missing values

0

25

50

75

D
ec

om
pr

es
si

ve
.c

ra
ni

ec
to

m
y

E
V

D

Im
pr

ov
.a

no
m

al
y.

os
m

o

N
eu

ro
su

rg
er

y.
da

y0
O

sm
ot

he
ra

py
S

ho
ck

.in
de

x.
ph

Tr
an

ex
am

ic
.a

ci
d

Tr
au

m
a.

ce
nt

er

Va
so

pr
es

so
r.t

he
ra

py TB
I

G
C

S
IS

S
A

IS
.e

xt
er

na
l

A
IS

.fa
ce

A
IS

.h
ea

d
P

up
il.

an
om

al
y

O
sm

ot
he

ra
py

.p
h

P
up

il.
an

om
al

y.
ph

G
C

S
.in

it
IG

S
.II

C
ar

di
ac

.a
rr

es
t.p

h

A
ct

iv
at

io
n.

H
S

.p
ro

ce
du

re

A
nt

ic
oa

gu
la

nt
.th

er
ap

y

A
nt

ip
la

te
le

t.t
he

ra
py

D
ea

th
Fi

O
2

G
C

S
.m

ot
or

.in
it

S
pO

2.
ph

.m
in

S
B

P
.p

h.
m

in
D

B
P

.p
h.

m
in

H
R

.p
h.

m
ax

D
el

ta
.s

ho
ck

.in
de

x

M
ed

ca
re

.ti
m

e.
ph

S
B

P
.p

h
H

R
.p

h
D

B
P

.p
h

C
ris

ta
llo

id
.v

ol
um

e
C

ol
lo

id
.v

ol
um

e
H

em
oC

ue
.in

it
D

el
ta

.h
em

oC
ue

G
C

S
.m

ot
or

TC
D

.P
I.m

ax
IIC

P

Te
m

pe
ra

tu
re

.m
in

Variable

P
er

ce
nt

ag
e

NA
Not Informed
Not Made
Not Applicable
Impossible
Not Determined

Percentage of missing values

13



Potential Outcome &

Randomized controlled trial



PO framework (Neyman, 1923, Rubin, 1974)

Causal effect

• n iid samples (Xi ,Wi ,Yi (1),Yi (0)) ∈ Rd × {0, 1} × R× R

• Individual causal effect of the treatment: ∆i , Yi (1)− Yi (0)

Missing problem: ∆i never observed (only observe one outcome/indiv)

Covariates Treatment Outcome(s)

X1 X2 X3 W Y(0) Y(1)

1.1 20 F 1 ? 200

-6 45 F 0 10 ?

0 15 M 1 ? 150

. . . . . . . . . . . .

-2 52 M 0 100 ?

Cov. Treat. Out.

X1 X2 X3 W Y

1.1 20 F 1 200

-6 45 F 0 10

0 15 M 1 150

. . . . . . . . .

-2 52 M 0 100

Average treatment effect (ATE): τ , E[∆i ] = E[Yi (1)− Yi (0)]

The ATE is the difference of the average outcome had everyone gotten treated

and the average outcome had nobody gotten treatment.

ATE=0.05: mortality rate in the treated group is 5% points higher than in the

control group. So, on average the treatment increases the risk of dying.
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Counterfactuals - Intervention

There is no causation without a (possible) intervention 3

If the world is different (something change, an intervention) the outcome

will be different. There is a counterfactual world

Counterfactuals: imagine a world where everything is the same except

the cause

The problem, is that we do not observe this counterfactual world

Video: https://www.youtube.com/watch?v=n6MNciSb85E

3No causation without manipulation (Holland, 1986 JASA)
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Outline

1. Introduction

2. Potential Outcome & Randomized controlled trial

Difference in means

3. Observational data

Assumptions

OLS estimator

Inverse-propensity weighting

High dimension

4. Doubly robust methods

5. Check the assumptions

6. Heterogeneous Treatment Effect

Causal Tree

Causal Forest

Comparing methods - Assessing Heterogeneity
16



Randomized Controlled Trial (A/B testing)

Identifiability assumptions

• Yi = WiYi (1) + (1−Wi )Yi (0) (consistency)

• Wi ⊥⊥ {Yi (0),Yi (1),Xi} (random treatment assignment)

Flip a coin to assign the treatment

We can check that τ = E[∆i ] = E[Yi (1)]− E[Yi (0)]

= E[Yi (1)|Wi = 1]− E[Yi (0)|Wi = 0]

= E[Yi |Wi = 1]− E[Yi |Wi = 0]

⇒ Although ∆i never observe, τ is identifiable and can be estimated

Difference-in-means estimator

τ̂DM =
1

n1

∑

Wi=1

Yi −
1

n0

∑

Wi=0

Yi

τ̂DM unbiased and
√
n-consistent

√
n (τ̂DM − τ)

d−−−→
n→∞

N (0,VDM)

17
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RCT - Experimental data

• Gold standard to assess the causal effect of an intervention or

treatment on an outcome.

• The allocation of the treatment is under control. The distribution

of the covariates for treated and control patients is balanced

(as many young/old; diabetic/non diabetic, etc.) so that a simple

difference in means estimator can be consistent. Control group looks

like treatment group: difference in response likely due to treatment.

Drawbacks

• expensive, take a long time to set,

• small sample size, due to either recruitment difficulties or restrictive

inclusion/exclusion criteria.

• narrowly-defined trial sample that is different from the population

potentially eligible for the treatment

Lack of generalizability (external validity) to a target population. Study

in one company/hospital/state/country could fail to generalize to others

• Not designed for personalized medicine

19





Observational data

• Research: disease registries, epidemiological studies, biobanks/ data

routinely collected via EHR, insurance claims, administrative data

• Less costly large sample representative of the target populations

Drawbacks: quality of these “big data”

• lack a controlled design opens the door to confounding bias.

Fear of lack of internal validity, impossibility of completely ruling out

confounding bias.
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The potential outcomes framework



Observational data



Covid data

• 4780 patients (patients with at least one PCR-documented SARS-CoV-2

RNA from a nasopharyngeal sample)

• 119 continuous and categorical variables: heterogeneous

• 34 hospitals: multilevel data

Hospital Treatment Age Sex Weight DDI BP dead28 . . .

Beaujon HCQ 54 m 85 NA 180 yes

Pitie AZ 76 m NA NA 131 no

Beaujon HCQ+AZ 63 m 80 270 145 yes

Pitie HCQ 80 f NA NA 107 no

HEGP none 66 m 98 5890 118 no
...

. . .

⇒ Estimate causal effect: Administration of the treatment

”Hydroxychloroquine” on the outcome 28-day mortality.

21
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Observational data: non random assignment

survived deceased Proportion(survived | treatment) Pr(deceased | treatment)

HCQ 497 (11.4%) 111 (2.6%) 0.817 0.183

HCQ+AZI 158 (3.6%) 54 (1.2%) 0.745 0.255

none 2699 (62.1%) 830 (19.1%) 0.765 0.235

Mortality rate 22.9% - for HCQ 18.3% - non treated 23.5%: treatment helps?

25 50 75 100

0.000

0.005

0.010

0.015

0.020

0.025

0.000

0.005

0.010

0.015

0.020

0.025

Age

Mean
Median

Treatment arm

HCQ
Nothing

Comparison of the distribution of Age between HCQ and non treated.

Younger patients (with lower risk of death) are more likely to be treated.

If control group does not look like treatment group, difference in response may

be confounded by differences between the groups. 22



Observational data: non random assignment

⇒ Treatment assignment depends on covariates X , thus observed

covariate distributions of treated and control are different.

A confounder is a third variable that is related to both the exposure of

interest and the response.

Causal inference: control for confounding. Estimate causal relation

between W and Y when the study is confounded due to the absence of

randomization. 23



Observational data

True PO

Y(0) Y(1)

30 200

10 100

80 150

. . . . . .

100 57

Experiment PO

Y(0) Y(1)

? 200

10 ?

? 150

. . . . . .

100 ?

Treat. Out.

W Y

1 200

0 10

1 150

. . . . . .

0 100

In RCT, the distribution of Y |W = 0 is the same as the distribution of

Y (0)

In observational data, the distribution of Y |W = 0 is different from the

distribution of Y (0)

P(Y |W = 0) is different from the distribution of P(Y |do(W = 0))

24



Outline
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Assumption for ATE identifiability: Unconfoundness

Unconfoundness: {Yi (0),Yi (1)} ⊥⊥Wi |Xi . Measure all possible

confounders. ATE not identifiable without assumption: it is not a

sample size problem, i.e., w/o it we cannot solve even with infinite

amount of data.

• Unobserved confounders makes it impossible to separate correlation

and causality when correlated to both the outcome and the

treatment.

26
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Assumption for ATE identifiability: Unconfoundness

Unconfoundness: {Yi (0),Yi (1)} ⊥⊥Wi |Xi . Measure all possible

confounders. ATE not identifiable without assumption: it is not a

sample size problem, i.e., w/o it we cannot solve even with infinite

amount of data.

• Assumption not testable from the data.
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Unmeasured confounding

Cochran, 1972: observational studies require a good deal of humility because

we can only claim to be groping toward the truth. So, even though we’re

studying the field of causal inference and we believe we’ll do a better job of

getting that causality, we’re not going to know for sure whether we’re there.

Believe no unmeasured confounding holds? Use domain knowledge.

Some solutions for unmeasured confounding: Instrumental variables (a

variable which affects treatment assignment but not the outcome); Sensitivity

analysis, How much unmeasured confounding to flip our conclusions?;

(difference-in-differences, negative controls)
27



Assumption for ATE identifiability: overlap

Propensity score - overlap assumption

Propensity score: probability of treatment given observed covariates.

e(x) , P(Wi = 1 |Xi = x) ∀ x ∈ X .

We assume overlap, i.e. η < e(x) < 1− η, ∀ x ∈ X and some η > 0

Left: Non smoker and never treated Right: Smokers and all treated

If proba to be treated when smoker e(x) = 1, how to estimate the outcome for

smokers when not treated Y (0)? How to extrapolate if total confusion?
28



Received job trainingDid not receive job training

Common support



Solutions to estimate ATE with observational data

• Matching: pair each treated (resp. untreated) patient with one or

more similar untreated (resp. treated) patient

• Regression adjustment (difference between conditional

expectation)

• Inverse-propensity weighting: to adjust for biases in the treatment

assignment. Weighting groups so that control look like treated in

terms of distribution of X
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• Double robust methods for model misspecifications: covariate

balancing propensity score, augmented IPW. (Robins et al., 1994)
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Regression adjustment

µ(w)(x) , E[Y (w)|X = x ]

OLS model w ∈ {0, 1}
Yi (w) = c(w) + Xiβ(w) + εi (w)

x: age

y: blood 
pressur
e

Identifiability (using {Yi (0),Yi (1)} ⊥⊥Wi |Xi )

τ = E[∆i ] = E[Yi (1)− Yi (0)]

= E[E[Yi (1)− Yi (0)|Xi ] = E[µ(1)(Xi )− µ(0)(Xi )]

= E[E[Yi (1)|Wi = 1,Xi = x ]− E[Yi (0)|Wi = 0, |Xi = x ]](uncounfoud)

= E[E[Yi |Wi = 1,Xi ]− E[Yi |Wi = 0,Xi ]](consistency)

E[Yi |Wi = 1,Xi ] can be estimated from data but E[Yi (1)|Xi ] not.

τ̂OLS =
1

n

n∑

i=1

(µ̂1(Xi )− µ̂0(Xi )) =
1

n

n∑

i=1

(ĉ(1) + Xi β̂(1))− (ĉ(0) + Xi β̂(0))

⇒ Consistent if µ̂(w) consistent

Rk: with uncounfoundness L(Y |W = 0,X ) similar to L(Y (0)|X ) 31
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Inverse-propensity weighting estimation of ATE

Average treatment effect (ATE): τ , E[∆i ] = E[Yi (1)− Yi (0)]

Propensity score (proba to be treated given covariates):

e(x) , P(Wi = 1 |Xi = x)

IPW estimator (Horvitz-Thomson, survey)

τ̂IPW ,
1

n

n∑

i=1

(
WiYi

ê(Xi )
− (1−Wi )Yi

1− ê(Xi )

)
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Average treatment effect (ATE): τ , E[∆i ] = E[Yi (1)− Yi (0)]

Propensity score (proba to be treated given covariates):

e(x) , P(Wi = 1 |Xi = x)

IPW estimator (Horvitz-Thomson, survey)

τ̂IPW ,
1

n

n∑

i=1

(
WiYi

ê(Xi )
− (1−Wi )Yi

1− ê(Xi )

)

Weighting subjects by the inverse probability of treatment received

creates a synthetic sample in which treatment assignment is independent

of measured baseline covariates

The process of weighting by the inverse probability of treatment allowed

to adequately balance the major differences between the two groups

Turn observational study into a pseudo-randomized trial by re-weighting

samples
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Identifiability with propensity scores

τ = E [Yi (1)− Yi (0)]

= E [E [Yi (1)|Xi ]− E [Yi (0)|Xi ]]

= E
[
E [Wi |Xi ]E [Yi (1)|Xi ]

e (Xi )
− E [1−Wi |Xi ]E [Yi (0)|Xi ]

1− e (Xi )

]
def. of e(X)

= E
[
E [WiYi (1)|Xi ]

e (Xi )
− E [(1−Wi )Yi (0)|Xi ]

1− e (Xi )

]
unconfoundedness

= E
[
WiYi

e (Xi )
− (1−Wi )Yi

1− e (Xi )

]

For the last equality, we use

WY = W (WY (1) + (1−W )Y (0)) = W 2Y (1) + W (1−W )Y (0) = WY (1)).
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Properties of IPW

τ̂∗IPW , 1
n

∑n
i=1

(
WiYi

e(Xi )
− (1−Wi )Yi

1−e(Xi )

)
τ̂IPW , 1

n

∑n
i=1

(
WiYi

ê(Xi )
− (1−Wi )Yi

1−ê(Xi )

)

τ̂∗IPW unbiased if e(X ) = P(W = 1|X ), therefore if ê(X ) is not the true

propensity score then τ̂IPW is not necessarily a (consistent) estimate of τ .

A common practice is to use logistic regression. Estimating a PS using

parametric models requires strong assumptions concerning the functional

form of the relationship between treatment allocation and the covariates.

Misspecification may both affect the covariate balance and results in bias

in the treatment effect estimate.

Unstable when some weights are extremely small

Poor overlap → extreme weights → large variance

For large sample variance of τ̂∗IPW , see Lunceford & Davidian (2004)

Stratification and Weighting Via the Propensity Score in Estimation of Causal Treatment Effects:

A Comparative Study
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Stratification and Weighting Via the Propensity Score in Estimation of Causal Treatment Effects:

A Comparative Study
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Normalized IPW

τ̂IPW ,
n∑

i=1




WiYi

ê(Xi )∑n
i=1

Wi

ê(Xi )

−
(1−Wi )Yi

1−ê(Xi )∑n
i=1

(1−Wi )
1−ê(Xi )
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High dimension

Lasso

β̂lasso = arg min
β

1

n

n∑

i=1

(Yi − Xiβ)2 + λ‖β‖1

Estimate the conditional expectations of the outcomes separately for

units under control and those under treatment (T-learners). Then, takes

the difference between these estimates: τ̂lasso := X̄ (β̂(1) − β̂(0))

⇒ Problem: τ̂lasso biased, do not pick the right X s

• Lasso looks for strong relationships between X & the outcome Y

• for ATE it is important to capture variables with a strong

relationship between X and W

• Strong variables in the propensity model cause issues especially when

there are small effects between X and Y
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Improving the Properties of ATE Estimation in High Dimen-

sions: A Double-Selection Method

Belloni, Chernozukov, and Hansen (2014)

1. Run a LASSO of W on X . Select variables with non-zero

coefficients at a selected (e.g. cross-validation).

2. Run a LASSO of Y on X on both the treated on control samples.

Select variables with non-zero coefficients at a selected (may be

different than first).

3. Run OLS of Y on W interacted with the union of selected variables.

Conclude as in the regular OLS case.

The third step above is not as good at purely predicting Y as using only

second set. But it is more accurate for the ATE.

⇒ Result: under approximate sparsity of BOTH the propensity and

outcome models, and constant treatment effects, estimated ATE is

asymptotically normal and estimation is efficient.
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Machine Learning VS Causal Inference

• Modern machine learning solve prediction problems very well

• Does not imply that these methods deliver good estimators of causal

parameters

• Naively plugging ML estimators into estimating equations for such

parameters can behave very poorly due to the regularization bias

• Age, baseline health are more important to predict Y rather than

the treatment but what is important is the effect of the treatment

40



Machine Learning VS Causal Inference

Supervised learning is not enough

Dataset of 10,000,000 patients – Medications, blood tests, past

diagnoses, doctors’s notes, demographics, genetic testing

Patient Anna comes in with hypertension.

Anamnesis: Asian, 54, history of diabetes, blood pressure 150/95, ...

Which medication will better lower her blood pressure:

• Calcium channel blocker (A)?

• ACE inhibitor (B)?

I have data from 10,000,000 other patients. Surely that can help...

Not necessarily! Indeed, this is not a classic supervised learning problem.

Our model was optimized to predict outcome, not to differentiate the

influence of A vs. B

What if our high-dimensional model threw away the feature of

medication A/B?

Most of the features except the treatment can be seen as nuisance

parameters

41



Doubly robust methods



ATE estimation for observational data

IPW estimator

τ̂IPW ,
1

n

n∑

i=1

(
WiYi

ê(Xi )
− (1−Wi )Yi

1− ê(Xi )

)

⇒ Balance the differences between the two groups

⇒ Put more weight on similar people across treated and

control/downweight people treated with high probability to be treated

⇒ Consistent estimator of τ as long as ê(·) is consistent

Difference in conditional means estimator

τ̂OLS =
1

n

n∑

i=1

(µ̂1(Xi )− µ̂0(Xi ))

⇒ Consistent estimator of τ as long as µ̂w (Xi ) are consistent
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ATE estimation for observational data

1) IPW estimator

τ̂IPW ,
1

n

n∑

i=1

(
WiYi

ê(Xi )
− (1−Wi )Yi

1− ê(Xi )

)

Propensity score: model treatment assignment as function of

covariates, ignore outcome model

2) Difference in conditional means estimator

τ̂OLS =
1

n

n∑

i=1

(µ̂1(Xi )− µ̂0(Xi ))

Covariate adjustment: model outcome as function covariates, ignore

treatment model

1) and 2) are sensitive to model misspecification

Doubly robust: combine 1) and 2) and create an estimator which is

consistent if at least one of the models is well-specified
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Double robust methods

Rationale: makes group more similar before doing the extrapolation

(linear model extrapolate far away, changing a bit slope will change a lot

the results).

Basic method: combine regression estimate with an inverse propensity

weighted estimate of the regression residuals

Augmented IPW: a doubly robust estimator

τ̂AIPW :=
1

n

n∑
i=1

(
µ̂(1)(Xi )− µ̂(0)(Xi ) + Wi

Yi − µ̂(1)(Xi )

ê(Xi )
− (1−Wi )

Yi − µ̂(0)(Xi )

1− ê(Xi )

)
is consistent if either the µ̂(w)(·) are consistent or ê(·) is consistent.

Other sophisticated methods exist: Targeted Maximum Likelihood (van

der Laan & Rubin, 2006)
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Doubly robust ATE estimation

Define µ(w)(x) , E[Yi (w) |Xi = x ] and e(x) , P(Wi = 1 |Xi = x).

Augmented IPW - Double Robust (DR)

τ̂AIPW , 1
n

∑n
i=1

(
µ̂(1)(Xi )− µ̂(0)(Xi ) + Wi

Yi−µ̂(1)(Xi )

ê(Xi )
− (1−Wi )

Yi−µ̂(0)(Xi )

1−ê(Xi )

)
is consistent if either the µ̂(w)(x) are consistent or ê(x) is consistent.

• τ̂IPW , 1
n

∑n
i=1

(
WiYi

ê(Xi )
− (1−Wi )Yi

1−ê(Xi )

)
: Treatment assignment ∼ covariates

• τ̂OLS , 1
n

∑n
i=1 (µ̂1(Xi )− µ̂0(Xi )): Outcome ∼ covariates

⇒ Both sensitive to misspecification. DR: combine ols + ipw of residuals

Rationale: makes group similar before extrapolation∑
i :Wi=1

(˜̂µ(0)(Xi )− µ(0)(Xi )) = (X 1 − γ̂TX 0)︸ ︷︷ ︸
covariate balancing

(β̂(0) − β(0))︸ ︷︷ ︸
extrapolation

+ noise term

where γ̂ = (1− ê(Xj))−1
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Doubly robust ATE estimation

Augmented IPW - Double Robust (DR)

τ̂AIPW , 1
n

∑n
i=1

(
µ̂(1)(Xi )− µ̂(0)(Xi ) + Wi

Yi−µ̂(1)(Xi )

ê(Xi )
− (1−Wi )

Yi−µ̂(0)(Xi )

1−ê(Xi )

)
Possibility to use any (machine learning) procedure such as random

forests, deep nets, etc. to estimate ê(x) and µ̂(w)(x) without harming

the interpretability of the causal effect estimation.

Let machine learning focus on what it’s good at (accurate predictions),

and then uses its outputs for efficient treatment effect estimation.

Implemented in the R package grf.

τ is a causal parameter, i.e. property we wish to know about a

population. It is not related to the estimation method.

Properties - Double Machine Learning (chernozhukov, et al. 2018)

If ê(x) and µ̂(w)(x) converge at the rate n1/4 then
√
n (τ̂DR − τ)

d−−−→
n→∞

N (0,V ∗), V ∗ semiparametric efficient variance.
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Cross-fitting for ATE estimation

In case of over-parametrization or non-parametric estimation µ̂(w)(x) and ê(x)

need be estimated by cross-splitting to avoid fitting the data to aggressively

and achieve same performance as oracle ˆτDR∗

Cross-fitted ATE estimator

τ̂CF =
1

n

n∑

i=1

(
µ̂

(−i)
(1) (Xi )− µ̂(−i)

(0) (Xi )

+ Wi

Yi − µ̂(−i)
(1) (Xi )

ê−(i)(Xi )
− (1−Wi )

Yi − µ̂(−i))
(0) (Xi )

1− ê−(i)(Xi )


 ,

where µ̂(−i) indicates that the estimator has been learned on the data

except the i point.

A simple approach is to cut the data into K folds. Then, for each k = 1, ...,K , train a

model on all but the k-th fold, and evaluate its predictions on the k-th fold. With

forests, leave-one-out estimation is natural.

Cross-splitting ensures us that the estimations will be approximately independent, so

simply averaging them offers an efficient procedure. See Chernozhukov et al. (2018) for more details. 47



Double robust inference

Other formulation τ̂AIPW

τ̂AIPW =
1

n

n∑

i=1

Γ̂i

Γ̂i = µ̂(1)(Xi )− µ̂(0)(Xi ) +
Wi

ê(Xi )
(Yi − µ̂(1)(Xi ))− (1−Wi )

1− ê(Xi )
(Yi − µ̂(0)(Xi ))

Act as average of independent terms Γ̂i

Variance and CI

V̂ (τ̂AIPW ) =
1

n(n − 1)

∑

i

(Γ̂i − τ̂AIPW )2

⇒ Confidence interval: τ̂AIPW ± z1−α/2(V̂ (τ̂AIPW ))1/2

AIPW allows for simple confidence intervals that do not depend on which

specific machine learning method we used

The grf package has a forest-based implementation of AIPW
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Results for Covid Patients

33 covariates, 26 confounders. 4137 patients.

ATE estimations (×100): effect of Hydroxychloroquine on 28day mortality

Matrix Facto.grf

GRF−MIA

MICE.grf

Matrix Facto.glm

MICE.glm

−50 −25 0 25 50
ATE (x 100)

Imputation.method

Matrix Facto

GRF−MIA

MICE

IPW

DR

Unadjusted

HCQ vs Nothing, ATE estimation (4137 patients)

(y -axis: estimation approach, solid: Doubly Robust AIPW, dotted: IPW),

(x-axis: ATE estimation with CI)

The obtained value corresponds to the difference in percentage points

between mortality rates in treatment and control.

Light Blue: unadjusted (-5.3)

Be careful with missing values... 49



Take-away

• Causation different from Prediction

• Causality with A/B test

• Causality without A/B test but with additional assumptions

Powerful ML for causal inference, but strong impact of

assumptions

• Two steps: identification and estimation

• Powerful Double Robust (AIPW) estimator
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Check the assumptions



Check the assumptions

• Overlap between treated and control. Convention: plot the

propensity scores of treated and control groups to assess overlap.

• overlap but large imbalances: sign that it may be difficult to get

an accurate estimate of the treatment effect

⇒ Trimming: dropping observations where e(x) is too extreme.

Typical approaches entail dropping bottom and top 5% or 10%.

• no overlap: redefine study population (only people of certain ages)

• Unmeasured confounding U: W ⊥ {Y (0),Y (1)} | X ,U.

X

W Y

U
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Sensitivity analysis for unobserved confounding

How the unmeasured covariates would change the conclusions?

• e(x , u) , P(Wi = 1 |Xi = x ,Ui = u) ∀ x ∈ X . (one subject may be

twice as likely to receive the treatment because of this unobserved

covariate.)

µ̂IPW =
∑n

i=1 WiYi/e(Xi )∑n
i=1 Wi/e(Xi )

µ̃IPW =
∑n

i=1 WiYi/e(Xi ,Ui )∑n
i=1 Wi/e(Xi ,Ui )

⇒ Bound the propensity score ratio:

1

Γ
≤ e(Xi ,Ui )

e(Xi )
≤ Γ,∀ i

There exist weights Γ−1 ≤ γi ≤ Γ such that:

µ̃IPW = µ̂IPW (γ) :=
n∑

i=1

γ−1
i

WiYi

e (Xi )
/

n∑

i=1

γ−1
i

Wi

e (Xi )

Moving this parameter γi allows to have a lower and an upper bound for

the true IPSW estimator would we have all the covariate.
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Which method should I use?

Unlike standard machine learning, can’t compare by cross-validation

error!

Choice depends on domain knowledge and problem attributes.

Some methods give reliable confidence intervals, some require more

assumptions, some more interpretable than others. How well can the

outcome or treatment assignment model be specified?
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Simulations

Atlantic Causal Inference Conference: Causal inference challenge

• 77 causal inference datasets with varying degrees of overlap,

non-linearity, correlation between treatment assignment and

outcome, and others aspects

• No hidden confounding

• Real data, simulated outcomes and treatment assignments

Challenge to researchers

Using Wasserstein Generative Adversarial Networks for the Design of

Monte Carlo Simulations. Athey and al. 2019.
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Do observational studies work?

Success story

Compare 21 observational studies to 17 RCTs about mortality in

patients suffering from Acute Coronary Syndrome (Dahabreh et al., 2012)

Other studies in Kitsios et al. 2015, Anglemeyer et al. 2014

Failure story

12 ad-exposure RCTs at Facebook, compared with observational studies

on the same population with very rich datasets and large samples.

Found high variance in performance of various observational methods

(Gordon et al., 2016)

Such an analysis may not lead to the final word on the efficacity of the

treatment, but its absence would seem difficult to rationalize in a serious

attempt to understand the evidence regarding the effect of the treatment.

Guido W. Imbens
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Leverage strength of RCT and observational data

RCT: high internal validity, low external validity.

Obs: high external validity, issue with confounding.

⇒ Using both? 4

• Generalize the treatment effect on a target patient population. The

FDA has greenlighted the usage of the drug Ibrance to men withbreast

cancer, though clinical trials were performed only on women. Reduce the

time to approve a drug for patients who could benefit from it.

• Validate observational methods.

• Correcting counfounding biais.

• Improve estimation of heterogeneous treatment effects RCTs are

known to be under-powered for heterogeneous treatment effect. The

COVID-19 health crisis is an example of a case where a very rapid

response is needed. In the beginning, there are far more observational

data than clinical trials.
4Colnet et al. 2020. https://arxiv.org/abs/2011.08047 56



Notations with the two data sources

• (X ,Y (0),Y (1),W ,S) drawn from a distribution P

• S binary indicator for the inclusion in the RCT (S = 1) or not (S = 0).

• RCT drawn from P(X ,Y (0),Y (1),W ,S | S = 1)

• Observational drawn from P(X ,Y (0),Y (1),W ,S)

Cov. Treat Out(s)

S X1 X2 X3 W Y (0) Y (1)

rct 1 1 1.1 20 F 1 NA 1

rct 1 -6 45 F 0 1 NA

rct n 1 0 15 M 1 NA 0

Obs n + 1 0 . . . . . . . . . . . .

Obs 0 -2 52 M 0 1 NA

Obs 0 -1 35 M 1 NA 1

Obs n + m 0 -2 22 M 0 0 NA

Samples in RCT & observational data do not follow the same distribution

(covariate shift problem). τ 6= τ1 = E [Y (1)− Y (0) | S = 1] .

⇒ Bridging the findings from an RCT to the target population and

combining both sources: generalizability, transportability, data

fusion5, data integration.

5Causal inference & the data-fusion problem. (2016) Elias Bareinboim & Judea Pearl 57
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Assumption for ATE identifiability

Ignorability assumption on trial participation

{Y (0),Y (1)} ⊥⊥ S | X
Trial allocation S is random conditionally on covariates X

Measure enough covariates to capture dependence between S and outcomes

Sampling score - overlap assumption

πS(x) , P(Si = 1 | Xi = x) ∀ x ∈ X .

Assume overlap, i.e. πS(x) ≥ c > 0, ∀ x ∈ X and some constant c .

Identification formulae. τ = E[Yi (1)− Yi (0)]

1. Regression formulation, using µw ,1(x) = E [Y (w) | X = x ,S = 1]

τ = E [µ1,1(X )− µ0,1(X )]

2. Reweighting formulation:
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g-estimators: difference between conditional mean

g-estimators

τ̂ g =
1

m

n+m∑

i=1

(1− Si ) (µ̂1,1(Xi )− µ̂0,1(Xi )) ,

µw ,1(x) = E [Y | X = x ,S = 1,W = w ]

Covariates Treat Out

S X1 X2 X3 W Y

1 1 1.1 20 F 1 1

1 -6 45 F 0 1

n 1 0 15 M 1 0

n + 1 0 . . .

0 -2 52 M

0 -1 35 M

n + m 0 -2 22 M

Covariates Treat Outcome(s)

S X1 X2 X3 W Y (0) Y (1)

1 1.1 20 F 1 NA 1

1 -6 45 F 0 1 NA

1 0 15 M 1 NA 0

0 . . . . . .

0 -2 52 M

0 -1 35 M

0 -2 22 M

• Fit two models (regression) of the outcome (Y ) on covariates (X ) among

trial participants (S = 1) for treated and for control to get µ̂1,1 and µ̂0,1

• Apply these models to the covariates in the target pop, i.e., marginalize over

the covariate distribution of the target pop, gives the expected outcomes

• Compute the differences between the expected outcomes

⇒ When the model is correctly specified the estimator is consistent. 59



Inverse probability of sampling weighting (IPSW)

IPW estimator (Horvitz-Thomson, survey)

τ̂ ipsw =

∑n
i=1 π̂S(Xi )

−1WiYi∑n
i=1 π̂S(Xi )−1Wi

−
∑n

i=1 π̂S(Xi )
−1(1−Wi )Yi∑n

i=1 π̂S(Xi )−1(1−Wi )
.

Sampling score: πS(x) , P(Si = 1 |Xi = x)

• weighted difference of average outcomes between the treated and

control group in the trial.

• weights: the inverse of the estimated sampling score to account for the

shift of the covariate distribution from the RCT to the target population.

Ex: if proba to be in the trial when old is small, then up-weights the indiv

in the trial.

⇒ Balance the differences between the two groups

⇒ Consistent estimator of τ as long as π̂S(Xi ) is consistent.
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Calibration weights (Dong, 2020)

min
W={ωi}

n∑

i=1

ωi logωi , (1)

subject to ωi ≥ 0, for all i ,
n∑

i=1

ωi = 1,
n∑

i=1

ωi g(Xi ) = g̃ , (the balancing constraint)

g(X ): a vector of functions of X to be calibrated; e.g., the moments,

interactions, and non-linear transformations; g̃ = m−1
∑m+n

i=n+1 g(Xi ) a

consistent estimator of E [g(X )] from the obs. sample.

• minimizing the negative entropy (1) ensures that the empirical

distribution of weights close to uniform.

• the balancing constraint calibrates the covariate distribution of the

RCT sample to the target population in terms of g(X ).

• optim: convex optimization with Lagrange multipliers.

τ̂CW =
n∑

i=1

ω̂i {WiYi − (1−Wi )Yi} . 61



Doubly robust ATE estimation

Model Sample on Covariates πS(x) , P(Si = 1 |Xi = x)

Model Outcome on Covariates µ(w ,1)(w) , E[Yi (a) |Xi = x ,Si = 1]

Augmented IPW - Double Robust (DR)

τ̂
aipw =

∑n
i=1 π̂S (Xi )

−1Wi{Yi − µ̂1,1(Xi )}∑n
i=1 π̂S (Xi )−1Wi

−
∑n

i=1 π̂S (Xi )
−1(1−Wi ){Yi − µ̂0,1(Xi )}∑n

i=1 π̂S (Xi )−1(1−Wi )

+
1

m

m+n∑
i=1

(1− Si ) {µ̂1,1(Xi )− µ̂0,1(Xi )} .

is consistent and asymptotically normal if either the µw ,1(X ) (w = 0, 1)

are consistent or πS(X ) is consistent.

Possibility to use any (machine learning) procedure such as random

forests, deep nets, etc. to estimate π̂(x) and µ̂(w ,1)(x) without harming

the interpretability of the causal effect estimation.
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Experiments

Covariates Treat Outcome

S X1 X2 X3 X4 A Y

1 1 1.1 20 F 5 1 -166

1 -6 45 F 6 0 111

1000 1 0 15 M 12 1 -48

1001 0 . . .

0 -2 52 M 18

0 -1 35 M 1

50000 0 -2 22 M 32

• Sample of size 50000, Xi ∼ N ((1, 1, 1, 1), I4).

• Generate S : logit {πδ(X )} = −2.5− 0.5X1 − 0.3X2 − 0.5X3 − 0.4X4.

• Generate A: Ai ∼ B(0.5).

• Generate Y (a):

Y (a) = −100 + 27.4aX1 +X2 + 13.7X3 + 13.7 +X4 + ε with ε ∼ N (0, 1).

The population ATE τ0 = 27.4

The sample selection for the RCT (S = 1) is biased toward lower values

of X1 and consequently toward lower treatment effect.
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Experiments

RCT should collect variables that are likely to moderate effects and may

relate to study participation.

64



Experiments

Model mispecification sampling βjXj → eβj Xj

Methods based on sampling score out/ on outome OK/ on both OK
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Experiments

Mispecifications sampling and outcomes
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Heterogeneous Treatment Effect



A more general framework

Conditional Average Treatment Effect (CATE)

Heterogeneous treatment effects (HTE)

τ(x) = E[∆i |Xi = x ] = E[Yi (1)− Yi (0)|Xi = x ]

Ex: The treatment effect varies across observations.

⇒ Massively important questions for determining who should receive

treatment

⇒ Know the whole function, what happens if everything is fixed and I

move only one feature?

⇒ T-learners, S-Learner (BART, 2011), R-learner (Xinkun Nie & Stefan

Wager, 2019), X-learner (Kunzel, Sekhon, Bickel & Yu, 2019), Causal

Tree (Athey & Imbens, 2015), Causal Forest (Athey, Tibshrani & Wager,

2018), Bayesian Causal Forest, (Carvalho et al. 2019) etc.
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Example

Average effect of a drug is 0, but positive for men and negative for

women.

Police body cameras cause a decline in the use of force by officers in

large police departments, but have no effect for officers in small police

departments

Impact of Google ranking, depends on your profile (search Michael

Jordan)
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Two Learner(s)

Algorithm T-learners (two bases learners)

µ(w)(x) = E[Y (w)|X = x ]

µ̂0 = M0 (Y ∼ X , [W == 0]) and µ̂1 = M1 (Y ∼ X , [W == 1])

τ̂(x) = µ̂1(x)− µ̂0(x)

• Simple, consistent (if use universally consistent estimators for µ(w)(x)

• Finite sample size. Biais in µ̂w could result in biais in τ(x); Ex with

constant treatment effect but few treated and more control.

µ̂1(x)− µ̂0(x) is not constant... Find an heterogeneous effect and there

is not!
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Two VS Single Learner(s)

Algorithm S-learners (single learner).

µ(w , x) = E[Y |W = w ,X = x ]

µ̂ = M(Y ∼ (X ,W ))

τ̂(x) = µ̂(x , 1)− µ̂(x , 0)

• OK when one group is larger: it pools information about both groups

• Pb when very different µ(w): pooling lead to worse finite sample perf

• Not enough priority on treatment effect heterogeneity (tree does not

split on W ; in high dimension W is not taken into account)
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CART (Breiman, 1984)

⇒ Target = E[Y |X ]. Built recursively by splitting the current cell into

two children: Find the feature j?, the threshold z? which minimises the

loss

(j?, z?) ∈ arg min
(j,z)∈S

E
[(
Y − E[Y |Xj ≤ z ]

)2 · 1Xj≤z

+
(
Y − E[Y |Xj > z ]

)2 · 1Xj>z

]
.

X1

X2 root

X1 ≤ 3.3 X1 > 3.3

X2 ≤ 1.5 X2 > 1.5
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CART (Breiman, 1984)

⇒ Target = E[Y |X ].

• Pick a split to maximize the weighted difference nLnR(ȲL − ȲR)2, with

ȲL = 1
nL

∑
i∈L Yi

The tree tries to split such as the difference in average is as big as

possible and the number of sample is important in each cell.

• Predict with ˆ̄Y (L(x)) = 1
n(L(x))

∑
i∈L(x) Yi . L(x), the leaf where x fall.

• The idea is that when you find a localized part of the feature space

when the target E[Y |X ] is constant, estimate by an average of Y .
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Causal Tree

⇒ Target τ(x) = E[Yi (1)− Yi (0)|Xi = x ]

Similar idea operate via recursive partitioning: within each leaf, estimate

treatment effect (not the mean).

• Split by maximizing nLnR(τ̂L − τ̂R)2, with

τ̄L = 1
nL1

∑
i∈L,Wi=1 Yi − 1

nL0

∑
i∈L,Wi=0 Yi

τ̄R = 1
nR1

∑
i∈R,Wi=1 Yi − 1

nR0

∑
i∈R,Wi=0 Yi

• Predict with

τ̂(L(x)) = 1
n(L1(x))

∑
i∈L(x),Wi=1 Yi − 1

n(L0(x))

∑
i∈L(x),Wi=0 Yi

• The idea is that you find a localized part of the feature space where the

treatment effect is constant and you estimate with a constant treatment

effect estimator.

• Advantages: Interpretable τ̂(x), target CATE

• Drawbacks: justified in RCT (use difference in means), propensity

score may vary within leaves

https://github.com/susanathey/causalTree
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Causal Forest

Causal forests can be seen as a forest-based method motivated by the

R-learner.

• Random forests (Breiman, 2001) an ensemble method: prediction is

an average of predictions made by individual trees.

• Athey, Wager (2018): an adaptive kernel method

µ̂(x) =
n∑

i=1

αi (x)Yi

where αi (x) = 1
B

∑B
b=1

1({Xi∈Lb(x), i∈B})
|{i :Xi∈Lb(x), i∈B}| with B the total number of

trees in the forest, Lb(x) is the leaf where x falls into in tree b.

αi (x) is a data-adaptive kernel that measures how often the i-th

training example falls in the same leaf as the test point x .

This is a local average of all the Yi corresponding to an Xi falling in

the same leaf than x .
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Extension: Generalized Random Forests
In order to present forest-based R-learning, we first review the
regression forest. For now, we have data (Xi , Yi ), want
µ(x) = E

[
Y
∣∣X = x

]
, and start with neighborhood averaging:

µ̂(x) =
1

|S(x)|
∑

{i :Xi∈S(x)}
Yi .

k-NN neighborhood. Tree-based neighborhood.



The random forest kernel

· · ·

=⇒

Forests induce a kernel via averaging tree-based neighborhoods.
This idea was used by Meinshausen (2006) for quantile regression.



Causal Forest

1) Grow a forest to get the weights.

Search for leaves with heterogeneous effects across leaves

• For each candidate ”left-right” split (L,R), do: Compute τ̂L and τ̂R
assuming homogeneous effect

τ̂L ← OLS
(
Yi − m̂(−i)(Xi )

)
on
(
Wi − ê(−i)(Xi )

)

• Split to maximize the weighted difference nLnR(τ̂L − τ̂T )2

2) Then:

τ̂(x)← OLS
(
Yi − m̂(−i)(Xi )

)
on
(
Wi − ê(−i)(Xi )

)
,weights = αi (x)

τ̂(x) =

∑n
i=1 αi (x)

(
Yi − m̂(−i)(Xi )

) (
Wi − ê(−i)(Xi )

)
∑n

i=1 αi (x)
(
Wi − ê(−i)(Xi )

)2

where αi (x) = 1
B

∑B
b=1

1({Xi∈Lb(x), i∈B})
|{i :Xi∈Lb(x), i∈B}| is the learned adaptive weights

using random forests
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Properties

Implementation in the grf package

https://grf-labs.github.io/grf/REFERENCE.html

Reference: Athey & Wager (2018). Estimation and Inference of

Heterogeneous Treatment Effects using Random Forests. JASA.

• Honest forests: to reduce bias in tree predictions, by using different

subsamples for constructing (build the tree and CV the tree) the tree

and for estimating the effect. Divide training sample in two: one

half used for learning the tree structure and the other half for

estimating ITE.

Traditional RF uses subsampling but uses the same data to build the

tree and make the estimate.

• Main contributions is to show that the estimates produced by the

causal forest are asymptotically unbiased and Gaussian which allows

constructing confidence intervals for the CATE.
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Comparing HTE estimators

Transformed outcome

Y ∗i :=





1
e(Xi )

Yi if Wi = 1

−1
1−e(Xi )

Yi if Wi = 0

=
Wi − e(Xi )

e(Xi )(1− e(Xi ))
Yi

This is actually a high-variance unbiased estimator of the true individual

treatment effect: E [Y ∗i |Xi = x ] = E [Yi (1)− Yi (0)|Xi = x ] = E [τi (x)]

⇒ Ranking estimators

E [(Y ∗i − τ̂(Xi ))2] = const + E [(τi − τ̂(Xi ))2]
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Histogram of CATE

Does τ̂−i (Xi ) give a better estimate of τ(Xi ) than the overall average

treatment effect estimate τ̂?

• histogram concentrated at a point, then there is no heterogeneity?

• histogram is spread out, then interesting heterogeneity?

⇒ both assertions may be false!

• maybe not able to detect any heterogeneity: underpowered.

• overfitting and producing very noisy estimates.
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Testing heterogeneity

ATE in group (qualitative insights about the strength of heterogeneity)

• split the data according to their CATE values

• compute the ATE withing each group

• test that ATE are the same across groups

Heterogeneity across covariates

• compare the mean of variables across groups

Partial dependence plots

How the CATE estimates behave when we change a single covariate,

while keeping all the other covariates at a some fixed value (median).
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From Causal Inference to Policy Learning

Causal Inference: Use data to estimate efficiently contrasts of the PO.

⇒ CI from the perspective of guiding decisions

Policy learning: Learn optimal treatment assignment rules: who should

be treated and who should not? Which customers should received offers?

Use data to improve policy, learn policy to be applied in the future.

Estimating the value of a personalized policy related to:

• estimating ATE (comparing treat all policy to treat none policy)

• estimating treatment effect heterogeneity (CATE ≥ a threshold).

Estimating CATE related to scientific investigation (people >60 y. benefit

from the treatment and >70 even more; policy learning: treat all >60).

• ML literature proposed variety of practical, high performance

algorithms (Swaminathan & Joachims, 2015)

• Causal Inference brings theory, i.e., tightened bounds on regret (gap

between optimal policy and estimated policy) (Athey & Wager,

2020) which provides guidance for algorithm choice.
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Dynamic policies

Setting: treatment assignment policies vary across time due to time

varying covariates. You receive a treatment yesterday, it may improve

your covariates and so you do not receive the treatment today, etc.

Aim: choose what to do at every step. (RL: problem of evaluating and

learning dynamic policies)

• time: t=1, ..., T (stage) - (a finite-horizon)

• time varying covariates Xit (state) and treatment (actions)

Wit ∈ {0, 1}. Sequence of treatment: {0, 1, 0, 1, 1}.,
X̄t = (X1, ...,Xt), W̄t = (W1, ...,Wt−1), History Ht = (X̄t , W̄t−1)

• Yi outcome (reward) observed once reached time T . One final.

• Yi = Yi (Wi1:T
), 2T PO corresponding to the outcome we would have

obtained had we assigned a treatment sequence.

Policy. For each time t, maps time-t observables to an action: (agent’s

behavior: which action to take based on the current state at any given

stage) π : (X1,W1, ...,Xt)→ {0, 1}
V (π) = E[Yi (π1(X1), π2(X1, π1(X1),X2(π1(X1)), ...)]

Rq: time-t covariates (which enter into our choice of time-t action)

depend on past treatments.
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Assumptions for average treatment effect identifiability in RCTs

Observe n iid samples (Yi ,Wi ) each satisfying:

• Yi = WiYi (1) + (1−Wi )Yi (0) SUTVA, no interference & consistency

The observed outcome is the potential outcome under the actual

assigned treatment. (when W = w then Y = Y (w))

Stable-Unit-Treatment-Value Assumption (Rubin, 1980) means that the

outcome for individual i does not depend on whether other individuals

got treated or not (i.e. no interaction between units):

Yi = Yi (W1, ...,Wi−1,Wi ,Wi+1, ...,Wn) = Yi (Wi ) (ex, effect of having

dog on hapiness: do not depend on whether my friends get dogs). AND

that there aren’t multiple versions of a treatment (if the treatment is a

surgery then the surgery is assumed to be identically performed by all

surgeons; when I receive the surgery W = 1, I observe Y = 1; I receive

the surgery by another doctor (W = 1 because I receive the surgery), if I

observe Y = 0, then consistency is violated. I get a dog I am happy, If I

get a small dog and I am not happy consistency is violated.)

• Wi ⊥⊥ {Yi (0),Yi (1),Xi} ((completely) random treatment assign.
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Average treatment effect estimation with Difference-in-Means

• conceptually simple estimator and simple to estimate,

• consistent estimator with asymptotically valid inference,

• but is it the optimal way to use the data for fixed finite n? What

can be problematic even with a RCT in finite sample?

Ex: The outcome Y is daily air quality index. The treatment imposes

restrictions on driving to reduce traffic.

Weather has an effect on ozone (hot days have higher levels),

independently of treatment.

If we randomly assign treatment to more hot days and control to more

cold days, our estimates we exaggerate (or inverse) the treatment effect.

Large samples: these effects cancel out. Small samples: they matter

⇒ If we could eliminate the effect of weather, we’d improve accuracy
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Improving DM estimator

Covariate balance

Under randomization, distribution of the covariates in treated & control

groups must be similar. If not the case, two possibilities:

1) Randomization was compromised

2) Sampling error (bad luck)

Compare the treatment group and a control group

• If control group looks like treatment group, difference in response

likely due to treatment

• if control group does not look like treatment group, difference in

response may be confounded by differences in the group

Adding the covariates

• Correct for covariate imbalances

• Increase precision: remove variation in the outcome accounted for by

pre-treatment characteristics, thus making it easier to attribute

remaining differences to the treatment
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Randomized trials in the linear model

Assume linearity of the responses Yi (0) and Yi (1) in the covariates:

Yi (w) = c(w) + Xiβ(w) + εi (w), w ∈ {0, 1}.

Regression adjustment estimator

τ̂OLS =
1

n

n∑

i=1

(
(ĉ(1) + Xi β̂(1))− (ĉ(0) + Xi β̂(0))

)

We run two separate regressions (Yi on Xi on those observations with

Wi = w), make predictions and then obtain treatment effect estimation.

Properties of τ̂OLS

√
n (τ̂OLS − τ)

d−−−→
n→∞

N (0,VOLS).

τ̂OLS is always at least as good as τ̂DM in terms of asymptotic variance.

This still holds in case of model mis-specification.
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The propensity score

Key property

e is a balancing score, i.e. under unconfoundedness, it satisfies

{Yi (0),Yi (1)} ⊥⊥Wi | e(Xi )

As a consequence, it suffices to control for e(X ) (rather than X ), to remove

biases associated with non-random treatment assignment.

Dimensionality reduction: comparison with same propensities scores with

different covariates
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Robinson’s transformation for ATE

Constant treatment effet

Yi (0) = µ0(Xi ) + εi (0) Yi (1) = Yi (0) + τ

Yi (Wi ) = µ0(Xi ) + Wiτ + εi

Partially linear treatment effect model

Yi = τWi + µ0(Xi ) + εi

Re write the response surface

m(x) , E[Yi |Xi = x ] = τe(x) + µ0(x)

with e(x) , P(Wi = 1 |Xi = x)

Residualisation

(Yi −m(Xi )) = (Wi − e(Xi ))τ + εi

⇒ Suggest estimating τ by regressing (Yi −m(Xi )) on (Wi − e(Xi ))
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Residuals on residuals (for ATE)

Semi-parametric model (a la robinson (1988))

Yi = τWi + f (Xi ) + εi

• Goal: estimate τ

• Approach: regress (Yi − m̂(Xi ) on (Wi − ê(Xi ))

• Results:
√
n consistent and asymptotic normal estimator (theory

small dimension, kernel regression)

Double machine learning for Treatment and Causal Parameters

2017 V. Chernozhukov, D. Chetverikov, M. Demirer, Esther Duflo, C. Hansen, and W. Newey

• Goal: Estimate & confidence intervals for a low-dimensional

parameter with high-dimensional nuisance parameter

• Approach: Use modern ML to estimate ”nuisance parameters”

• Result: If ML method converges at the rate n1/4, residuals on

residuals gives
√
n consistent and asymptotically normal estimator

(even if converges slowly, good ATE) 91



Mutiple regression and residuals

Exercice: Show that you get the same results when performing a

regression of Y on X1 and X2 or

• a regression of Y on X2

• a regression of X1 on X2

• a regression of residuals on the residuals
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Oracle learner

Non-parametric model for HTE

Yi = f (Xi ) + τ(Xi )Wi + εi

Robinson’s transformation conditionally

(Yi −m(Xi )) = τ(Xi )(Wi − e(Xi )) + εi

τ∗(·) = argminτ E
[
((Yi −m (Xi ))− (Wi − e (Xi )) τ (Xi ))2

]

Oracle

that knows m∗ and e∗ could estimate the HTE function by ERM:

τ̃(·) =

argminτ

{
1
n

∑n
i=1 ((Yi −m (Xi ))− (Wi − e (Xi )) τ (Xi ))2 + Λn(τ(·))

}

where Λn(τ(·)) is a regularizer on the complexity of the τ(·) function

(explicit: an L1-penalty in high dimensions or implicit)
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R-learner (Robinson + Residualization)

Quasi-Oracle Estimation of HTE. Nie & Wager, 2019.

Estimation strategy

1. Fit m̂ & ê via any supervised learning for high predictive accuracy

2. Estimate treatment effects via a cross-fit plug-in estimator:

τ̂(·) =

argminτ

{
1
n

∑n
i=1

((
Yi − m̂−i (Xi )

)
−
(
Wi − ê−i (Xi )

)
τ (Xi )

)2
+ Λn(τ(·))

}

⇒ Good empirical performance + asymptotic guarantees

Estimate m(.) and e(.) at o(n−1/4) rates in RMSE, they show that that

we can achieve considerably faster rates of convergence for τ̂(.) which

depend on the complexity of τ∗(.)

Implemented in the rlearner package. Ex lasso: τ̂(x) = x β̂

β̂ =

argminβ

{
1
n

∑n
i=1

((
Yi − m̂−i (Xi )

)
−
(
Wi − ê−i (Xi )

)
(Xiβ)

)2
+ λ||β||1

}
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